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Abstract

We introduce the use of a global, nonlinear price function in linear programming and the simplex method. The usual, linear
price function of this method captures the objective’s behavior over the cone of directions defined by the nonbasic columns,
whereas the global price function adds information about the topology of the whole feasible set. This is achieved by using an
exterior penalty function. Further, degeneracy is effectively handled through explicit degeneracy-breaking constraints. The
use of the global price function leads to a pricing problem that yields an improving, non-edge feasible direction, which is
converted to an auxiliary variable to be used in the simplex method. Preliminary computational results with nondegenerate
and highly degenerate linear programs show that the introduction of a global price function in the simplex method, and
degeneracy-breaking constraints if needed, may significantly enhance its performance.
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1. Introduction

Linear programming includes the important and very well-investigated class of optimization problems in
which a linear objective function is to be optimized (minimized or maximized) subject to a set of linear
constraints. A wide and diverse range of real-life problems can be addressed by linear programming
models. Further, many solution methods for other classes of optimization problems include auxiliary
problems that are linear programs. The history of linear programming can be traced back to work by
Fourier in the early 19th century (see e.g. [35]) and several later and rather isolated contributions, for
example by Kantorovich in the 1930th, but the origin of proper linear programming theory and methods
is the pioneering work by Dantzig in the late 1940th. This included the design of the famous simplex
method [10], which was the first efficient linear programming solution technique. (For an account of the
early developments in linear programming, see e.g. [11].) For a general introduction to linear program-
ming theory and methods, the reader is referred to [29, 31].

Since linear programs are convex, they can be solved by using improving feasible directions. Fur-
ther, if a linear program has an optimal solution then it has an optimum that is an extreme point of the
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polyhedral feasible set, and hence it suffices to examine extreme points to find an optimum. The sim-
plex method makes, in a nondegenerate situation, moves between adjacent extreme points by following
improving feasible directions that correspond to edges of the feasible set. An advantage of only visiting
adjacent extreme points is that the moves are algebraically simple and computationally inexpensive. (In
a degenerate situation, the method may stall at an extreme point, but there are various techniques to break
the stalling finitely and thereby guarantee finite convergence to an optimum.) The sequence of adjacent
extreme points encountered in the simplex method and the edges connecting them form a path along the
boundary of the feasible set, and different choices of edges lead to different paths along the boundary
towards an optimal extreme point.

Worth noticing is that the convexity of linear programs implies that it is from any non-optimal feasible
solution possible to reach an optimal solution by using an improving feasible direction. The idea of
solving linear programs by using non-edge improving feasible direction (that is, along facets of the
feasible set with at least dimension two) is therefore quite natural. In fact, at the same time as Dantzig
presented the simplex method [10], Brown and Koopmans suggested a non-edge linear programming
method [9] (see also Chapter 7 of [14]).

The solution principle of the simplex method was early shown to have an exponential worst-case
performance [24] (see also e.g. [29]). It has however proven to be very efficient in practice, which can
at least to some extent be explained by a result [8] which says that the average number of iterations
can be expected to be polynomial. For a long time, an open question was whether linear programs
can be solved in polynomial time, but in 1979 Khachian gave a positive answer by presenting the first
polynomial-time algorithm for linear programming (see e.g. [18]), known as the ellipsoid algorithm.
This algorithm did however not have any practical impact. In contrast, the second polynomial-time
linear programming algorithm, the projective algorithm of Karmarkar [23] published in 1984, lead to
the construction of a huge class of interior point methods; these have in common that they work with
iteration points in the relative interior of feasible sets, and many of them are competitive to simplex-type
methods. Despite the establishment of these essentially different and competitive polynomial interior
point methods, simplex-type methods remain crucial building blocks of several commercial software
packages for linear programming. For a brief review of the strengths and weaknesses of simplex-type
methods and of interior point methods, see [22].

Because of the large impact of the simplex method on operations research, it has been subject to a
huge amount of research that aims at various kinds of improvements. We here mention only two types of
improvements that are of some relevance for the research results to be presented.

A decisive part of the simplex method is the selection of the nonbasic variable (or column) to enter
the basis, also called pricing out, which (in the nondegenerate case) determines which edge direction to
follow. The most common rule for making this choice is the Dantzig criterion, which is simply to let the
variable with the most profitable reduced cost (the most negative for a minimization problem) enter the
basis. One way to improve the performance of the simplex method is to make more advanced selections
of entering variables, since this may lead to shorter simplex paths towards optima; many such rules
have been proposed and implemented (see e.g. [27]). Two well known examples are the steepest-edge
and Devex rules (see [19], [21], and [16]), which both outperform the Dantzig criterion with respect to
simplex iterations and also running times, even though they involve more computations. A good account
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of entering variable rules in the simplex method and convergence properties is found in [17].
It should be noticed that all practically reasonable entering variable rules in the simplex method, like

those mentioned above, are based on information derived from the given basis at the current extreme
point, and only take into account how the objective value changes over the cone of directions defined
by the current nonbasic variables. Hence, they do not take the shape of the entire feasible set into
account, and, further, in case of degeneracy, some of these cone directions may be infeasible. Because
of the former limitation, an entering variable, that is, a cone direction, that is locally promising may be
a globally poor choice, and because of the other limitation, a promising entering variable may lead to a
degenerate pivot.

Another option for improving the simplex method is to take shortcuts in the sequence of extreme
points by letting two or more nonbasic variables enter the basis simultaneously. This is known as block
pivoting and was first suggested in 1965 [32], for the case when two variables enter the basis. When
using block pivoting, the finding of the basic variables to leave the basis becomes a non-trivial linear
program, the size of which is determined by the number of entering variables. When for example two
variables enter the basis, the leaving basic variables are obtained by solving a two-dimensional linear
program. A block pivoting (if nondegenerate) corresponds geometrically to a movement from a feasible
extreme point along the relative interior of a non-edge facet of the feasible set, to an extreme point that
is optimal on the facet. Hence, successive iterates are typically not adjacent. For a recent contribution on
block pivoting, see [33].

The extension of the simplex method to be proposed is based on the observation that, if a basic feasible
solution is available, then any feasible solution, and especially any optimal solution, can be reached
along a feasible direction that can be expressed as a non-negative linear combination of the directions
corresponding to the nonbasic variables. The extension allows movements along improving non-edge
feasible directions and the pricing out step takes the shape of the entire feasible set into account. In case
of degeneracy, feasibility of the direction is enforced by using explicit constraints. Despite the inclusion
of these modifications, the extended method can still be embedded within the framework of the standard
simplex method, through the use of auxiliary variables, and then results in a non-edge following simplex-
type method. Our approach is related to a few earlier works, see [3, 12, 13, 15, 20, 28, 30]. In the linear
programming method classification of [28], it is a simplex-type interior method.

The approaches most closely related to ours are those given in [12, 13, 15, 28, 30]. The external
pivoting principle developed by Eiselt and Sandblom [12, 13] introduces so-called external columns and
corresponding variables into a linear program. An external column is a non-negative linear combination
of the current nonbasic columns that are profitable, and by following the edge direction for the external
column, a non-edge feasible direction in the original feasible set is followed. The linear program that
contains the external column is solved by the usual simplex method. Various heuristic strategies for
constructing external columns are considered, including equal weights and reduced cost weights, and
most of them can considerably decrease the number of simplex iterations.

The feasible direction method of Murty and Fathi [15, 30] is very similar to that in [12, 13]. Direc-
tions are formed as combinations of profitable nonbasic columns, with equal weights or reduced cost
weights, and they are represented by auxiliary columns and corresponding variables. When using such
a column, a non-extreme point is typically reached, and a so-called reduction process is used to recover
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an extreme point, without worsening the objective value. This process is similar to the usual simplex
method. Convergence to optimality is guaranteed under nondegeneracy. Mitra et al. [28] also construct
feasible directions by taking linear combinations of nonbasic columns, using reduced cost weights. To
summarize, the works [12, 13, 15, 28, 30] in essence use the same principle for calculating an improving
non-edge feasible direction.

Other feasible direction methods for linear programming, less related to our work than those men-
tioned above, are the methods of Gondzio [20] and Arsham [3]; these are both inspired by the active
set methods developed within nonlinear programming. The former reference gives an active set method
that produces non-edge improving feasible directions. The direction is found by projecting the (negative)
gradient of the objective function approximately onto the face defined by a set of active constraints at the
current solution. The projection involves computing the inverse of the submatrix of the active constraints.
The method of Arsham [3] has three phases, but the first two are used only for finding a feasible solu-
tion. The method is poorly described, but the last phase seems to be similar to the method in [20], since
it also uses non-edge improving feasible directions that are obtained from projections of the (negative)
gradient of the objective function onto active constraints. As in the methods mentioned above, the use of
such a direction is embedded in the simplex method by replacing it with an auxiliary variable that enters
the basis. Worth noticing is that both Gondzio [20] and Arsham [3] use directions found by projecting
(negative) gradients onto active constraints, and that the calculation of such a projection is equivalent to
solving a convex quadratic program. Further, in case of degeneracy there is a need to select and update
the set of constraints that are considered to be active, in order to find directions that are feasible and to
prevent premature termination with non-optimality.

The non-edge improving feasible direction linear programming method that we have developed dif-
fers from those in [12, 13, 15, 28, 30] in the way the direction is constructed. In those works the direction
is constructed heuristically based on ad hoc rules (see Remark 5), while we employ a direction-finding
convex quadratic programming problem in the current nonbasic columns. Further, in the case of degen-
eracy the ad hoc rules can never guarantee that the constructed direction becomes feasible. In contrast,
the quadratic program employed in our method includes constraints that guarantee that the direction be-
comes feasible. Since this quadratic problem has the same role as the pricing out step in the usual simplex
method, it is referred to as a global pricing problem.

Our method and the approaches by Gondzio [20] and Arsham [3] all employ direction-finding con-
vex quadratic programs. These quadratic programs are however differently constructed. The latter ap-
proaches aim at finding a locally best feasible direction by taking active constraints into account. In
contrast, our method aims at finding a globally best feasible direction by considering both active and
inactive constraints, and the quadratic program used forms a global approximation of the linear program
to be solved. Further, the direction found will always be feasible without the need to manage a set of
active constraints.

Wolde and Larsson [36, 38] recently proposed another feasible direction method for linear program-
ming. By using auxiliary columns like in [12, 13, 15, 30], it can be embedded in the framework of
the simplex method. The choice of direction is based on the steepest-edge entering variable rule (see
e.g. [29]), but not only edge directions are considered, and the direction is found by solving a strictly
convex quadratic problem in the space of nonbasic variables. By construction, the direction is at least
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as steep as the steepest edge and typically also steeper, and it is typically not an edge of the feasible
region. The proposed method allows many computational strategies, and the numerical result shows that
the method enhances the performance of the simplex method, both for nondegenerate and heavily degen-
erate problems. It should be noticed that the direction-finding step of the method in [36, 38] is based on
the information that is available in the simplex method, and hence only the currently active constraints
are taken into account. This is in contrast to the feasible direction method presented below, where all
constraints are considered when finding the feasible direction.

The remainder of the paper is organized as follows. In Section 2 we present the global pricing exten-
sion of the simplex method; first the global pricing principle is derived, and next we describe how the
improving feasible directions obtained can be used within the framework of the simplex method by using
external columns. In case of degeneracy the global pricing problem is solved with a column generation
type method, which is presented in Section 3. Section 4 gives numerical results for the global pricing ex-
tension of the simplex method applied to randomly generated linear programs and to linear programming
relaxations of some medium-scale set covering problems; the former are nondegenerate, while the latter
are highly degenerate. We further present in this section results for some linear programming instances
from the Netlib repository [1]. Finally, in Section 5 we draw some conclusions from our findings.

The work presented here continues that described in the short conference publication [37], which con-
sidered only the nondegenerate case and did not give any proofs. The additional contributions made here
is that we provide a literature review of related approaches, give a reliable way of handling and break-
ing degeneracy (see Section 3), include some proofs, and provide much more extensive computational
results, both on nondegenerate and degenerate problem instances.

2. Derivation

Consider the Linear Program (LP)

z∗ = min cTx (1a)

s.t. Ax = b (1b)

x ≥ 0, (1c)

where the matrix A ∈ Rm×n, with n > m, has full rank, and the vectors b ∈ Rm and c ∈ Rn. It is
assumed that LP has a set of feasible solutions that is non-empty and a non-singleton, and that a basic
feasible solution (that is, an extreme point and a corresponding basis) is known. We denote by B and N
the index sets of the corresponding basic and nonbasic variables. Without loss of generality, we assume
that B = {1, . . . ,m} and N = {m + 1, . . . , n}, so that x = (xT

B, x
T
N)

T, with xB and xN being the
vectors of basic and nonbasic variables, respectively. Further consider the partitioning A = (B,N),
where B ∈ Rm×m is the non-singular matrix of the basic columns and N ∈ Rm×(n−m) is the matrix of
the nonbasic columns, and c = (cTB, c

T
N)

T. Then the basic solution is xB = B−1b ≥ 0 and xN = 0, the
complementary dual solution is uT = cTBB

−1, and the reduced cost vector is c̄TN = cTN − uTN .
With z : Rn−m

+ 7→ R denoting the objective value as a function of only the nonbasic variables,
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problem LP is equivalent to

z∗ = min z(xN) = cTBB
−1b+ c̄TNxN (2a)

s.t. ImxB +B−1NxN = B−1b (2b)

xB, xN ≥ 0, (2c)

where Im is the identity matrix of size m. From the constraint (2b) it is clear that the columns of the
matrix (

−B−1N

In−m

)
∈ Rn×(n−m)

form a basis for the null space of A. These columns are sometimes referred to as η-vectors. Hence, any
solution to constraint (1b) can be expressed as(

xB

xN

)
=

(
−B−1b

0

)
+

(
−B−1N

In−m

)
xN . (3)

In the case of nondegeneracy, each η-vector describes an edge direction from the given extreme point,
corresponding to a single nonbasic variable, and together they span the cone of feasible directions from
the extreme point. In the case of degeneracy, the cone of feasible directions can be a proper subset of the
cone of directions spanned by the η-vectors.

We further restate problem LP as

z∗ = min z(xN) = cTBB
−1b+ c̄TNxN (4a)

s.t. xB(xN), xN ≥ 0, (4b)

where
xB(xN) = B−1b−B−1NxN . (5)

Letting b̄ = B−1b and denoting row i in B−1N by āTi , the relationship (5) is expressed as

xi(xN) = b̄i − āTi xN , i ∈ B. (6)

We distinguish between the nondegenerate and degenerate basic variables by introducing the index sets
B+ = {i ∈ B | b̄i > 0} and B0 = {i ∈ B | b̄i = 0}, respectively. (Possibly, B0 = ∅ holds.) For the
degenerate basic variables the active constraint xi(xN) ≥ 0 is enforced explicitly [38] as

āTi xN ≤ 0, i ∈ B0, (7)

which we refer to as degeneracy-breaking constraints. For the nondegenerate basic variables, the non-
active constraint xi(xN) ≥ 0 is instead included in the objective function by using the indicator penalty
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function σ : R|B+| 7→ {0,+∞} defined by

σ(ξ) =

0 if ξ ∈ R|B+|
+

+∞ otherwise.

Problem LP can then be equivalently stated as

z∗ = min cTBB
−1b+ c̄TNxN + σ(xB+(xN))

s.t. āTi xN ≤ 0, i ∈ B0

xN ≥ 0,

where xB+ = (xi)i∈B+ . This equivalent problem is the theoretical basis for our global pricing extension
of the simplex method. It is clearly computationally intractable, but by approximating the indicator
function we can obtain a tractable problem that approximates LP and is instrumental for solving LP.

The indicator function is approximated with a continuously differentiable exterior penalty function
p : R|B+| 7→ R+. It is assumed that p is additively separable, such that p(ξ) =

∑
i∈B+ pi(ξi), where

pi : R 7→ R+, i ∈ B+, and takes values

pi(ξi)

= 0 if ξi ∈ R+

> 0 otherwise.
(8)

Each function pi, i ∈ B+, is assumed to be strongly convex (see, e.g. [7]) on R−, that is, that there is an
αi > 0 such that

(p′(ξi)− p′(υi))(ξi − υi) ≥ αi(ξi − υi)
2, ∀ξi, υi ∈ R−.

This property means that pi grows to infinity on R− at least as fast as some strictly convex quadratic
function. Further, if pi is twice continuously differentiable on R−, then p′′(ξi) ≥ αi holds on R−.

An example of an exterior penalty function p with the required property is the one-sided quadratic
function

p(ξ) =
ρ

2

∑
i∈B+

(min{0, ξi})2 , (9)

where ρ > 0 is a penalty parameter. Our numerical results presented in Section 4 are obtained by using
this penalty function. By including the non-active constraints xi(xN) ≥ 0, i ∈ B+, in the objective using
the exterior penalty function, a generalised price function is obtained, as defined below.

Definition 1. Let u be the complementary dual solution to a basic feasible solution to LP and let p be
an exterior penalty function, as stated above. Then P : Rn−m 7→ R with P (xN) = c̄TNxN + p(xB+(xN))

is a global price function for LP.

Notice that the global price function includes both the ordinary linear price function, which describes
the objective value over the cone of directions defined by the current nonbasic columns, and global
information based on the nonlinear penalty function for the non-active constraints. We next define a
pricing mechanism based on the global price function. Here the constraints (7) are included, to enforce
feasibility with respect to all active constraints.
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Definition 2. Let P be a global price function for LP. Then the global pricing problem for LP is given
by

P ∗ = min P (xN) = c̄TNxN + p(xB+(xN)) (10a)

s.t. āTi xN ≤ 0, i ∈ B0 (10b)

xN ≥ 0. (10c)

Notice that P ∗ ≤ P (0) = 0. Because of the strong convexity property of the penalty function, the global
pricing problem has the ability to decide whether LP has an unbounded optimal value, as stated below.

Proposition 1. z∗ = −∞ if and only if P ∗ = −∞.

Proof. Using that p(ξ) = 0 holds for all ξ ∈ R|B+|
+ , it follows that z∗ = −∞ implies that P ∗ = −∞.

The strong convexity property of p implies that it tends towards plus infinity faster than any linear function
tends towards minus infinity. Because of this property, z∗ = −∞ holds if P ∗ = −∞. □

We next establish that the global pricing problem is a relaxation of problem LP.

Proposition 2. P ∗ + cTBB
−1b ≤ z∗.

Proof. Follows directly from the fact that p(ξ) ≤ σ(ξ) holds for all ξ ∈ R|B+|. □

The global pricing problem further provides an optimality criterion for LP.

Theorem 1. A basic feasible solution to problem LP is optimal if and only if P ∗ = 0 holds.

Proof. From the relationships P ∗ ≤ P (0) = 0 follow that P ∗ = 0 holds if and only if xN = 0 solves
the global pricing problem (10).

Clearly, ∇P (xN) = c̄N + ∇p(xB+(xN)). From expression (8) and the assumption that the penalty
function p is continuously differentiable on R|B+| follow that ∇p(xB+(0)) = 0. Hence, ∇P (0) = c̄N .
From (2a) we have that ∇z(xN) ≡ c̄N , and therefore ∇z(0) = ∇P (0) holds.

Using (4) and (6), problem LP can be restated as

z∗ = min z(xN) = cTBB
−1b+ c̄TNxN (11a)

s.t. āTi xN ≤ 0, i ∈ B0 (11b)

xN ≥ 0. (11c)

Problems (11) and (10) have the same constraints but differ in the objective functions. Both problems
are convex and satisfy the Abadie constraint qualification, since the constraints are linear (see e.g. [4]).
Therefore the first-order optimality conditions (Karush–Kuhn–Tucker conditions) are for both problems
necessary and sufficient for global optimality. Further, since ∇z(0) = ∇P (0) holds, their first-order
optimality conditions coincide for xN = 0. Hence xN = 0 simultaneously fulfils the first-order optimality
conditions for problems LP and (10), which proves the result. □

Notice that at optimality the relationship P ∗ + cTBB
−1b ≤ z∗ clearly holds with equality.

Remark 1. If a basic feasible solution is nondegenerate, then optimality holds exactly when c̄N ≥ 0,
and any optimal solution to the global pricing problem (10) is non-zero exactly when c̄N ̸≥ 0. In the case
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of degeneracy, optimality may hold even though c̄N ̸≥ 0. In this situation, the global pricing problem
will however correctly verify optimality by having the zero optimal solution.

Remark 2. Let π be an exterior penalty function that is defined in a similar way as p but includes all
basic variables, that is π : Rm 7→ R+. Then ∇xN

π(xB(xN)) = −(B−1N)T∇xB
π(xB(xN)). Defining

∆uT = ∇xB
π(xB(xN))

TB−1 we get that ∇xN
π(xB(xN))

T = −∆uTN . We further notice that for
any xN satisfying the inequalities āTi xN ≤ 0, i ∈ B0, it holds that p(xB+(xN)) = π(xB(xN))) and
∇xN

p(xB+(xN)) = ∇xN
π(xB(xN))). Hence, for any feasible solutions to the global pricing problem (10)

it holds that
∇P (xN)

T = c̄TN +∇xN
p(xB+(xN)) = cTN − (u+∆u)TN,

or
∂P (xN)

∂xj

= cj − (u+∆u)TAj, j ∈ N , (12)

where Aj is a column of A. Notice that the expression for ∆u resembles that of a complementary dual
solution and that it can also be computed in a similar way as the dual solution. The formula (12) shows
that the partial derivative of P can, for feasible solutions in the global pricing problem, be computed by
using the pricing mechanism of the simplex method, but with a modified dual solution.

If the exterior penalty function approximates the indicator function well enough, then the global pric-
ing problem (10) will give a solution that is close to an optimal solution to LP. This solution will how-
ever be only near-feasible. Further, such a penalty function is very likely to cause numerical difficulties.
We instead suggest below to use the global pricing problem to find an improving non-negative linear
combination of the directions defined by the nonbasic variables, that is, a non-edge feasible direction
of descent. By interpreting the direction as an auxiliary column in LP it can be used within the simplex
method framework. A main advantage of using the global pricing problem for finding a feasible direction
is of course that this will allow us to retain feasibility in LP.

We first establish that any x∗
N ≥ 0 with āTi x

∗
N ≤ 0, i ∈ B0, and P (x∗

N) < 0 provides a feasible descent
direction for problem (4)—in the space of the nonbasic variables—and thus also for problem LP. We first
recall that P (x∗

N) < 0 implies that x∗
N ̸= 0. From (3) follows that the corresponding direction in the

entire variable space is (
ηB(x

∗
N)

ηN(x
∗
N)

)
=

(
−B−1Nx∗

N

x∗
N

)
,

where ηB(x
∗
N) and ηN(x

∗
N) are the components in the basic and nonbasic spaces, respectively. Letting

θ > 0 denote a step in this direction, we define the point reached as x(θ) = (xB(θ)
T, xN(θ)

T)T where
xB(θ) = B−1b− θB−1Nx∗

N and xN(θ) = θx∗
N .

Theorem 2. Let the basic feasible solution xB = B−1b and xN = 0 be non-optimal. Let x∗
N ≥ 0 be

such that āTi x
∗
N ≤ 0, i ∈ B0, and P (x∗

N) < 0, and let θ > 0. Then x(θ) is feasible in LP if θ > 0 is
sufficiently small, c̄TNx

∗
N < 0 holds, and x(θ) has objective value cTBB

−1b+ θc̄TNx
∗
N < cTBB

−1b.

Proof. For any θ > 0, Ax(θ) = BxB(θ) +NxN(θ) = B (B−1b− θB−1Nx∗
N) + θNx∗

N = b. Further,
xN(θ) = θx∗

N ≥ 0 since x∗
N ≥ 0 and θ > 0. For θ > 0 sufficiently small, xi(θ) = b̄i − θāTi x

∗
N ≥ 0 holds
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for all i ∈ B, since āTi x
∗
N ≤ 0, i ∈ B0, and b̄i > 0, i ∈ B+. Hence, x(θ) is feasible in LP for θ > 0

sufficiently small.
Since p is non-negative on R|B+|, it follows that c̄TNx

∗
N = P (x∗

N) − p(xB(x
∗
N)) ≤ P (x∗

N) < 0.
Recalling that c̄TN = cTN − cTBB

−1N , it follows that x(θ) has the objective value

cTx(θ) = cTBxB(θ) + cTNxN(θ) = cTB
(
B−1b− θB−1Nx∗

N

)
+ θcTNx

∗
N = cTBB

−1b+ θc̄TNx
∗
N .

Since c̄TNx
∗
N < 0 and θ > 0, we conclude that cTBB

−1b+ θc̄TNx
∗
N < cTBB

−1b. □

Hence (10) qualifies as a direction-finding problem in a feasible direction method for solving LP.

Remark 3. In the simplex method, degeneracy can cause an edge direction corresponding to a prof-
itable entering nonbasic variable to be infeasible. In contrast, since the global pricing problem (10)
includes explicit degeneracy-breaking constraints, the direction that it gives is always feasible.

Theorem 3. Let the basic feasible solution xB = B−1b and xN = 0 be non-optimal, and let x∗
N ≥ 0

be such that āTi x
∗
N ≤ 0, i ∈ B0, and P (x∗

N) < 0. Assume that āTi x
∗
N > 0 holds for some i ∈ B+. Then

the maximal possible step in the nonbasic direction x∗
N is

θ∗ = min
i∈B+

{
b̄i

āTi x
∗
N

: āTi x
∗
N > 0

}
> 0, (13)

leading to the boundary point x(θ∗) with objective value z(θ∗x∗
N) = cTBB

−1b+ θ∗c̄TNx
∗
N < cTBB

−1b.

Proof. From the proof of Theorem 2 we know that x(θ), θ ≥ 0, is feasible in LP if and only if
xi(θ) = b̄i − θāTi x

∗
N ≥ 0 holds for all i ∈ B. For i ∈ B0, xi(θ) ≥ 0 always holds since āTi x

∗
N ≤ 0. For

i ∈ B+ with āTi x
∗
N ≤ 0, xi(θ) ≥ 0 also always holds. But for an i ∈ B+ with āTi x

∗
N > 0, xi(θ) ≥ 0 holds

if and only if θ ≤ b̄i/ā
T
i x

∗
N > 0. Hence, x(θ), θ ≥ 0, is feasible if and only if

θ ≤ min
i∈B+

{
b̄i

āTi x
∗
N

: āTi x
∗
N > 0

}
> 0,

which proves the expression (13). □

If P (x∗
N) < 0 holds with āTi x

∗
N ≤ 0 for all i ∈ B+, then LP has an unbounded optimal value. If

x∗
N ̸= 0 solves the global pricing problem (10), then x∗

N is infeasible in LP and θ∗ < 1; this is because
a continuously differentiable exterior penalty function is used. If the penalty function is coercive enough
and the solution to the global pricing problem is near-optimal, then the step θ∗ becomes close to one and
the solution x(θ∗) becomes near-optimal.

In the numerical experiments reported in Section 4, the point x∗
N is an optimal solution to a restricted

global pricing problem, which is obtained by setting most variables in the global pricing problem to zero.

Remark 4. The exterior penalty

p(xB+(xN)) =
ρ

2

∑
i∈B+

(
min

{
0, b̄i − āTi xN

})2 (14)

measures the total absolute infeasibility in the constraints āTi xN ≤ b̄i, i ∈ B+. The constraints can
however be unevenly scaled, which can cause the global pricing problem (10) to produce a feasible
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direction of inferior quality. A possible remedy for this effect is to rescale the constraints such that all
right-hand sides become one, which is equivalent to instead penalising relative infeasibilities, that is to
use

p(xB+(xN)) =
ρ

2

∑
i∈B+

(
min

{
0, 1− āTi xN

b̄i

})2

=
ρ

2

∑
i∈B+

1

b̄2i

(
min

{
0, b̄i − āTi xN

})2
, (15)

which is recognised as a weighted penalty. The global pricing problem based on this penalty will clearly
have the same properties as that based on (14).

The solution x(θ∗), defined in Theorem 3, is on the boundary of the feasible set but typically not an
extreme point of this set, and therefore not associated with a basic feasible solution for LP. To remain
within the framework of the simplex method, the feasible descent direction is therefore added to LP by
using an auxiliary column, or external column [12, 13], which is a non-negative linear combination of
the original columns in LP.

In the current basis the external column is a non-negative linear combination of the nonbasic columns,
and it corresponds to a non-edge direction that is a combination of the directions defined by the nonbasic
variables (which in the case of nondegeneracy are the edge directions). For an x∗

N ≥ 0 with āTi x
∗
N ≤ 0,

i ∈ B0, and P (x∗
N) < 0, the external column is given by cn+1 = cTNx

∗
N and An+1 = Nx∗

N , and the
augmented linear program is

z∗ = min z = cTBB
−1b+ c̄TNxN + c̄n+1xn+1 (16a)

s.t. ImxB +B−1NxN +B−1An+1xn+1 = B−1b (16b)

xB, xN , xn+1 ≥ 0, (16c)

where c̄n+1 = cn+1 − uTAn+1 = cTNx
∗
N − uTNx∗

N = c̄TNx
∗
N ≤ P (x∗

N) < 0 and xn+1 is the external
variable. Letting the external column enter the basis corresponds to following the feasible direction
(ηB(x

∗
N)

T, ηN(x
∗
N)

T)T in problem LP. Further, the external variable will then take the value θ∗.

Example 2.1. As an illustration, we consider the two-dimensional linear program

z∗ = min {z = −x1 − 2x2 | 5x1 − 2x2 ≤ 10, −2x1 + 4x2 ≤ 8, 2x1 + x2 ≤ 6, x1, x2 ≥ 0} .

Its feasible set is shown to the left in Figure 1. The optimal extreme point is (x1, x2) = (1.6, 2.8) with
z∗ = −7.2. The global pricing problem is constructed at the origin, where x1 and x2 are nonbasic
variables and the slack variables are basic. We use the quadratic penalty function (9) with ρ = 2. The
global pricing function then is

P (x1, x2) =− x1 − 2x2 + (min{0, 10− 5x1 + 2x2})2+
+ (min{0, 8 + 2x1 − 4x2)})2 + (min{0, 6− 2x1 − x2})2 .

The right picture in Figure 1 shows the level sets of P together with the optimal solution of the global
pricing problem, which is (1.745, 2.910) with P ∗ = −7.383. Notice that P ∗ ≤ z∗ holds, as expected.
The maximal possible step along the feasible direction towards this point is θ∗ = 0.937, and the feasible
solution obtained by taking this step is the boundary point (1.636, 2.728) with z = −7.092. The two
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Figure 1. Feasible set of the example LP and level sets of the global price function

points of interest are marked in the figure to the left.
The move to the boundary point can be made within the framework of the simplex method by in-

troducing an external column in the problem. It is constructed as a linear combination of the nonbasic
columns using weights from the optimal solution of the global pricing problem. The external variable,
x3, has objective coefficient c3 = (−1)× 1.745 + (−2)× 2.910 = −7.565 and constraint coefficients

A3 =

 5

−2

2

× 1.745 +

−2

4

1

× 2.190 =

4.345

5.270

5.680

 .

Notice that the coefficients of the external variable are the contributions to the objective function and
the left-hand sides of the constraints, respectively, from the (infeasible) point (1.745, 2.910). Its reduced
cost c̄3 = −7.565 is better than c̄1 = −1 and c̄2 = −2. If the external variable enters the basis in the
augmented problem, the pivot will lead to an adjacent extreme point where it takes the value θ∗ and the
third slack variable is nonbasic. The simplex pivot in the augmented space corresponds in the (x1, x2)-
space to following the feasible direction across the feasible set to the boundary point (1.636, 2.728).

Remark 5. Our use of auxiliary columns is similar to those in [12, 13, 15, 28, 30], but these works do
not use any direction-finding problem. They instead use ad hoc rules for constructing non-edge feasible
directions and auxiliary variables. Letting w ∈ Rn−m

+ , the auxiliary column is then given by cn+1 = cTNw

and An+1 = Nw, with the most studied choices being: i) wj = 1 if c̄j < 0 and wj = 0 otherwise,
j = m + 1, . . . , n, and ii) wj = −c̄j if c̄j < 0 and wj = 0 otherwise, j = m + 1, . . . , n. In case of
degeneracy, auxiliary columns constructed in these ways may lead to degenerate pivots.

The augmented problem is, in essence, equivalent to problem LP, as stated below.

Proposition 3. If the solution (x̄B, x̄N , x̄n+1), where x̄n+1 > 0, is feasible in the augmented linear
program (16) with objective value z̄, then the solution

(xB, xN) = (B−1b−B−1N(x̄N + x̄n+1x
∗
N), x̄N + x̄n+1x

∗
N)

is feasible in LP with objective value z̄.
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In particular, an optimum to LP is easily recovered from an optimum to the augmented problem (16).
The relationship above has implications concerning the possibility for an external column to remain in

the basis at optimality. If some variable xj , j ∈ N , with x∗
j > 0 is nonbasic in all optimal solutions to LP,

then the external variable must be nonbasic in all optimal solutions to the augmented LP. Conversely, if an
optimal value of xn+1 is strictly positive, then there is an optimal solution to LP where all variables xj ,
j ∈ N , with x∗

j > 0 are basic. If LP has a unique optimum, then the external variable can be in the
basis with a positive value at an optimum to (16) if and only if all original variables that it includes
take positive values at the optimum. In practice the external column typically leaves the basis before
optimality is reached.

As an external column is a linear combination of the original columns in LP, the addition of an external
variable does not alter the problem in any essential way. Convergence of the simplex method to an optimal
solution is still guaranteed if any standard precaution to prevent cycling is used. This is true also if a finite
number of external columns is generated and removed during the course of the simplex iterations, and
even if external columns are allowed to include earlier external columns. (An external column must of
course be kept until it has left the basis.) External columns however introduce linear dependency within
the set of columns and can also introduce alternative optimal solutions. A reasonable computational
strategy is to use only one or a few external columns that are combinations of original columns; one can
for example generate an external column once the latest one has left the basis (unless only few negative
reduced costs remain, which indicates that few iterations remain).

3. Column generation for the global pricing problem

For large scale problem instances the global pricing problem (10) can be expected to be computationally
demanding, and it is therefore reasonable to consider restricted versions of this problem. The construction
of the restricted problem should allow it to produce a feasible direction of high quality, such that the
resulting external column gives a large improvement in the objective value of LP.

If a basic feasible solution is nondegenerate, then a restricted problem can be constructed effectively
from only reduced cost information, since the set of directions spanned by the nonbasic columns then
coincides with the set of feasible directions. In case of degeneracy the cone of feasible directions is
defined by both the nonbasic columns and the degeneracy-breaking constraints, and it is typically smaller
than the cone defined by only the nonbasic columns. It is therefore not enough to use only reduced cost
information to construct a restricted problem, but a more elaborate scheme is needed. We here present a
column generation type approach for this purpose.

We consider using the quadratic penalty function (9). To remove the minimum operator in this func-
tion, we introduce auxiliary variables yi = min

{
0, b̄i − āTi xN

}
, i ∈ B+, and the global pricing prob-
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lem (10) can then be restated as the quadratic program

P ∗ = min P (xN) = c̄TNxN +
ρ

2
||y||2 (17a)

s.t. āTi xN + yi ≤ b̄i, i ∈ B+ (17b)

āTi xN ≤ 0, i ∈ B0 (17c)

xN ≥ 0, y ≤ 0. (17d)

Let vi ≥ 0, i ∈ B+∪B0, be the Karush–Kuhn–Tucker (KKT) multipliers for constraints (17b) and (17c).
From the KKT conditions for the program (17) follows that

c̄j +
∑

i∈B+∪B0

viāij ≥ 0, j ∈ N , (18)

and

xj

(
c̄j +

∑
i∈B+∪B0

viāij

)
= 0, j ∈ N , (19)

hold at an optimal solution. Based on (18) we define the quantities

ĉj = c̄j +
∑

i∈B+∪B0

viāij, j ∈ N ,

which can be thought of as generalized reduced costs for the variables xj , j ∈ N , obtained from a pricing
out of the constraints (17b) and (17c) with multipliers vi ≥ 0, i ∈ B+ ∪ B0. Conditions (18) and (19)
then reduce to

ĉj ≥ 0, j ∈ N ,

and
ĉjxj = 0, j ∈ N .

The column generation approach aims at fulfilling these conditions.
Consider a non-empty subset J ⊆ N and define xJ = (xj)j∈J , c̄J = (c̄j)j∈J , and NJ = (aj)j∈J .

Letting āTiJ denote row i in B−1NJ , a restricted global pricing problem is given by

P ∗
J = min c̄TJxJ + p(xB+(xJ))

s.t. āTiJxJ ≤ 0, i ∈ B0

xJ ≥ 0,

where xB+(xJ) = (b̄i − āTiJxJ)i∈B+ . Clearly, P ∗
J ≤ 0 and P ∗

J ≥ P ∗ hold. Because of the latter. the
restricted problem is not certain to give a lower bound to z∗; cf. Theorem 2. The corresponding restricted
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version of the quadratic program (17) is given by

P ∗
J = min PJ(xJ) = c̄TJxJ +

ρ

2
||y||2 (20a)

s.t. āTiJxJ + yi ≤ b̄i, i ∈ B+ (20b)

āTiJxJ ≤ 0, i ∈ B0 (20c)

xJ ≥ 0, y ≤ 0. (20d)

Denote an optimal solution to the restricted problem (20) by x∗
J . Denote the KKT multipliers for the

constraints (20b) and (20c) by v∗i ≥ 0, i ∈ B+ ∪ B0, and let

ĉ∗j = c̄j +
∑

i∈B+∪B0

v∗i āij, j ∈ N . (21)

Then ĉ∗j ≥ 0 and ĉ∗jx
∗
j = 0 hold for all j ∈ J . The solution xj = x∗

j , j ∈ J , and xj = 0, j ∈ N \ J , is
clearly feasible in the quadratic program (17). To find out whether it is also optimal in (17), the minimal
generalised reduced cost

ĉ∗min = min
j∈N\J

ĉ∗j (22)

is found. If ĉ∗min ≥ 0 holds, then ĉ∗j ≥ 0, j ∈ N \J , and an optimal solution to (17) is at hand. Otherwise,
an updated restricted quadratic program (20) is constructed, by selecting one or more indices j ∈ N \ J
with ĉ∗j < 0 and including them in J ; this can be thought of as a column generation step. A natural way
for making the selection is to choose indices according to increasing values of ĉ∗j . Further, in the case
that P ∗

J < 0 holds, any index j ∈ J with x∗
j = 0 can be removed from J , since such nonbasic columns

do not contribute to the optimal solution of (20). The optimal objective value of the updated restricted
problem (20) will, by construction, never be worse than that of the previous, and typically it is better.

The updated problem (20) gives a new dual solution v∗ and, if the solution quality is not considered
to be sufficient, the update of the set J can be repeated. Which solution quality that is possible to reach
depends on how large |J | is allowed to become; if |J | is allowed to grow sufficiently large, then an
optimal solution to the complete problem (17) will eventually be found.

Notice that (22) is a pricing out step of the same type as in the simplex method. Further, the expres-
sion (21) is a special case of formula (12) in Remark 2, obtained at the point where xj = x∗

j , j ∈ J , and
xj = 0, j ∈ N \ J , and when using the penalty function (9). Finally, if B0 = ∅ holds, then ĉ∗j = c̄∗j , such
that the selection of J can be based on ordinary reduced costs and there is no need to update J .

4. Numerical results

We first make some remarks about computational strategies for using global pricing and external columns
to reduce the simplex iterations and running times needed to reach optimality. Even though the global
pricing problem (10) can be used to produce an external entering column of very high quality, as com-
pared to the nonbasic columns, it can also be expected to be computationally demanding. It is therefore
reasonable to use a restricted version of the global pricing problem, and not frequently.

The advantage of using non-edge feasible directions can also be expected to diminish as optimality
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is approached, since the higher quality of such a direction, as compared to the ordinary edge directions,
will at this stage most likely not warrant the extra computations needed. Further, non-edge directions do
typically not lead to extreme points and are therefore not effective in the ultimate search for an optimal
extreme point. A reasonable strategy is therefore to use global pricing in only some iterations and fall
back on a pure simplex strategy when optimality is approached, to recover an optimal extreme point.

In the experimental results to be presented we choose to use global pricing at the initial basic feasible
solution only. This strategy aims to calculate a good estimate of an optimal solution, which the external
column leads directly towards, whereafter the subsequent simplex method finds an exact optimum. This
strategy requires some effort to find a high quality external column, but it significantly reduces both
simplex iterations and running times.

To explore the practical qualities and make an initial assessment of the proposed linear programming
approach we use a straightforward and experimental implementation of the revised simplex method with
an explicit basis inverse. To prevent stalling caused by degeneracy, Bland’s second rule (see e.g. [29]) is
used. Optimality is inferred when all reduced costs are larger than −10−10. The implementation is made
in Matlab. Experiments are made mainly on problem instances that are randomly generated as in [13]
and on linear programming relaxations of set covering problems taken from OR-Library [5]. The former
instances are nondegenerate, while the latter, which are referred to as rail and scp instances, are highly
degenerate. The sizes of the instances are included in Tables 1 and 2. Some experiments are also made
on a few instances from the Netlib repository [1]; these are also highly degenerate. For all degenerate
instances we use a threshold of 10−4 in the selection of pivot element, to improve numerical stability.

The randomly generated instances are of maximization type and inequality-constrained with the origin
being feasible; the simplex method can therefore be started with the slack basis. For the degenerate
instances we initialize with a basic feasible solution that is constructed with an ad hoc heuristic method.
This method first sets set covering variables to one in a greedy fashion until feasibility is reached, and
then a complete basis is constructed by complementing the chosen covering columns with a number of
slack columns. The basic feasible solution found is integer-valued and typically highly degenerate.

We use the quadratic penalty function (9) and the quadratic program (17), or mostly (20), together
with the built-in Matlab solver quadprog. The computational cost for solving (20) depends on the size
of the set J , while the quality of the external column that it gives, and the reduction in simplex iterations
that this column may give, depends on both the size of J and how it is constructed.

For the nondegenerate problem instances we consider two heuristic ways of constructing the set J ,
called Dantzig selection and steepest-edge selection. Assuming that k nonbasic columns shall be chosen,
they select the k best columns with respect to the Dantzig and steepest-edge (e.g., [29]) entering variable
criteria, respectively. The latter requires more computations, but can also be expected to give restricted
global pricing problems that provide better external column. The selection of nonbasic columns to be
included in the set J is made only over the original decision variables, not considering the slack columns.
The external column generated will therefore be a combination of the original variables. As shown in the
preliminary work [37], choosing J by using the Dantzig or steepest-edge selections both produce high
quality external columns, provided that k is large enough.

For the degenerate problem instances, we use a two-step procedure to construct a restricted prob-
lem (20) that can produce an external column of high quality. The first step is to construct an initial
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Figure 2. To the left, the upper bound P ∗ (UBD) and the lower bound z(θ∗x∗
N ) (LBD), and to the right their relative

deviation, for various values of the penalty parameter ρ

set J by applying the Dantzig selection. Because of the degeneracy it is however likely that the resulting
restricted problem will fail to find a feasible descent direction. We therefore also include in the set J
some additional edge directions that are randomly chosen, without any regard to their reduced costs, with
the aim to span sufficient directions to find a feasible descent direction. Since the degree of degeneracy
can be expected to affect the difficulty of finding a feasible direction, we let the number of additional
directions be related to the number of degenerate basic variables. (The additional directions are chosen
from the nonbasic original decision variables, such that the external column remains a combination of
the original variables.) In the second step we apply column generation as described in Section 3.

4.1. Some illustrations of performance

We start by giving numerical results that illustrate the performance of the simplex method when using
single external columns found by the global pricing problem. We use a randomly generated instance of
size 1,000 × 2,000. Since the instance is of maximization type, this holds also for the global pricing
problem (10). Its optimal value P ∗ hence gives an upper bound for z∗ and the step length θ∗, see (13),
gives a lower bound. External columns are calculated using (17) or (20) with B0 = ∅.

We first consider the case J = N and let x∗
N be an optimal solution to (17), and illustrate how the

upper bound P ∗ and the lower bound z(θ∗x∗
N) depend of the value of the penalty parameter ρ. We study

ρ ∈ {10−8, 10−7, . . . , 10−4}. (The studied values are small since the objective and the constraints of the
instances generated as in [13] are very unevenly scaled.) The step θ∗ increases with the value of ρ and
ranges from 0.82998 to 0.99996. When ρ increases, log(1 − θ∗) in fact decreases almost linearly with
log ρ. Figure 2 shows P ∗ and z(θ∗x∗

N), called UBD and LBD, respectively. The figures shows to the left
their absolute values and to the right their relative deviations. As can be seen, the two bounds change as
can be expected as the value of the penalty parameter increases.

Next we set ρ = 10−4 and consider sets J ⊂ N selected with the Dantzig or steepest-edge criterion
and of different sizes. Let x∗

J be optimal in the quadratic program (20), and define a solution x∗
N by

extending x∗
J with x∗

j = 0, j ∈ N \ J . Then x∗
N is feasible in (17) but likely to be non-optimal. We

study the step length θ∗ and the objective value z(θ∗x∗
N) reached when the external column enters the

basis. Figure 3 shows the objective value z(θ∗x∗
N), to the left, and the step θ∗, to the right, versus |J |,
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Figure 3. Objective value reached by using the external column (left) and the step length θ∗ obtained (right) versus the
number |J | of nonbasic columns included in the restricted global pricing problem
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Figure 4. Objective value versus simplex iteration (left) and running time (right)

for the two criteria. (Notice the logarithmic scale on the x-axes.) As expected, the quality of the external
column increases fast with |J | and the step θ∗ is consistently close to one.

Finally we show convergence histories of the simplex method using a single external column on
the same nondegenerate instance. Its optimal basic solution includes 408 original variables, and the
standard simplex method requires 35,181 iterations and over 400 seconds to reach optimality. After the
external column has entered the basis, the simplex method with the Dantzig criterion is used. Here again
ρ = 10−4. We consider both the selection criteria and different cardinalities of the set J . Figure 4 shows
the objective value versus the iteration (left) and the running time (right), for each selection criterion and
choice of |J |. As can be seen, the use of even a single external column can have an immense impact on
the practical convergence behavior of the overall simplex method, both in iterations and running time,
if |J | is chosen large enough. The steepest-edge criterion performs slightly better, as expected. As also
expected, the convergence is especially fast when |J | is larger than the number of original variables that
are in an optimal basis, since then both criteria include most of those variables in the restricted global
pricing problem, which then in turn produces a very good external column.
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4.2. Results for nondegenerate instances

We now turn to an evaluation of our global pricing principle on a collection of five nondegenerate in-
stances, which have 1,000 constraints and between 2,000 and 10,000 variables. Their optimal basic so-
lutions include between 335 and 586 original variables. We consider both selection criteria, the choices
ρ = 10−6 and 10−4, and various values of |J |. We compare the number of iterations and the running
times needed to reach optimality. The results are shown in Table 1 together with the number of simplex
iterations that the external column remains in the basis and the value θ∗, which the external variable
obtains when it enters the basis.

As can be seen, the use of a single external column can greatly reduce both the number of simplex
iterations and the total running time, especially when |J | is large enough; the number of iterations can be
reduced well over 90% and the running times can be reduced with at least 90%. The penalty parameter
value is not crucial for the performance. When |J | is large, then the restricted global pricing problem
produces an accurate estimate of an optimal solution and yields an external column which is of high
quality, and which therefore enters the basis with a value θ∗ that is very close to one and remains in the
basis until the very late simplex iterations. This outcome verifies the rationale for using the global pricing
strategy. It can also be mentioned that the time spent on solving the restricted global pricing problem is
never more than 10% of the total running time.

4.3. Results for degenerate instances

We next present results from experiments with the degenerate set covering instances. As mentioned
above, we here construct an initial set J by choosing columns based on reduced costs and a random
selection. Specifically we include in J the 1,000 nonbasic columns with most negative reduced costs,
and the number of randomly selected nonbasic columns are five times the number of degenerate basic
variables in the initial solution.

We first show results that illustrate the behavior of the column generation scheme in Section 3. For this
purpose, the instance scpnrg1, which is of size 1,000 × 10,000, is used. Its optimal value is 159.8862.
At the initial basic feasible solution the objective value is 2,540 and close to 40% of the basic variables
are degenerate. We here set ρ = 10,000 and initialize the column set J as stated above. (The number
of randomly selected columns is here close to 2,000.) The set J is thereafter updated ten times. After
solving each quadratic program (20), all indices j ∈ J with x∗

j = 0 are removed from J . Then the K most
negative generalised reduced costs, see (21), are found and their indices are included in J . (If there are
less than K negative, then all are included in J .) The computational cost for setting up and solving (20)
can be expected to be appreciable, and, further, the cost for performing the pricing out step (21) is not
insignificant. It is therefore reasonable to choose a value of K that is not small. We here consider the
choices K = 50, 100, and 500.

For each choice of K we record for every set J the optimal value P ∗
J in the quadratic program (20). We

further calculate the point θ∗x∗
N (where, as above, x∗

j = 0, j ∈ N \ J), which is feasible in problem LP,
and its objective value z(θ∗x∗

N), which is denoted UBD. (Since the studied instances are of minimization
type, z(θ∗x∗

N) is here an upper bound for z∗.) Further, the cardinality of the current set J and the minimal
generalized reduced cost found in the column generation are recorded. The results are shown in Figure 5.
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Table 1. Results for nondegenerate instances. Here, m and n are the number of constraints and variables, respectively, |J | is
the number of nonbasic columns in the restricted global pricing problem, and ρ is the penalty parameter. Further, iter and
time are the number of simplex iterations used and the running time, respectively, eiter is the number of iterations with the

external column in the basis, and θ∗ is the value the external variable gets when it enters the basis. For each instance, the first
line gives the number of simplex iterations and the running time with the standard simplex method. The three best results for

each instance and selection strategy, with respect to iterations and running time, respectively, are shown in boldface

Problem size Parameters Dantzig selection Steepest-edge selection
m× n |J | ρ iter time eiter θ∗ iter time eiter θ∗

1,000× 2,000 - - 35,181 426.7 - - - - - -
500 10−6 3,978 51.6 1,970 0.995739 4,281 56.2 4,281 0.995644
500 10−4 4,306 56.2 2,079 0.999957 3,861 48.8 4,306 0.999956

1,000 10−6 2,125 40.9 1,622 0.996242 1,802 36.2 1,802 0.996211
1,000 10−4 2,313 42.7 1,840 0.999962 1,789 36.1 1,789 0.999962
2,000 10−6 1,778 40.5 1,742 0.996191 1,778 40.8 1,778 0.996191
2,000 10−4 1,703 40.1 1,703 0.999961 1,705 40.2 1,705 0.999961

1,000× 4,000 - - 57,572 1,126.7 - - - - - -
500 10−6 12,464 226.7 3,928 0.998844 9,807 176.2 3,832 0.999017
500 10−4 12,292 207.3 3,751 0.999988 9,118 160.4 3,900 0.999990

1,000 10−6 4,243 90.5 3,222 0.999363 3,927 81.8 2,946 0.999365
1,000 10−4 4,074 84.2 3,033 0.999994 3,817 80.5 3,004 0.999993
2,000 10−6 2,810 67.7 2,793 0.999309 2,810 78.7 2,793 0.999309
2,000 10−4 2,882 67.4 2,880 0.999993 2,881 66.1 2,880 0.999993
3,000 10−6 2,810 91.6 3,431 0.999309 2,810 84.8 2,793 0.999309
3,000 10−4 2,882 84.1 2,880 0.999993 2,880 86.1 2,880 0.999993

1,000× 6,000 - - 61,471 1,638.1 - - - - - -
500 10−6 18,301 449.9 5,539 0.999601 15,703 370.8 5,618 0.999657
500 10−4 20,925 512.9 5,570 0.999996 16,202 393.7 5,741 0.999997

1,000 10−6 11,541 290.1 5,228 0.999687 7,739 192.1 4,787 0.999717
1,000 10−4 10,600 290.5 5,195 0.999997 8,546 210.2 5,268 0.999997
2,000 10−6 4,430 125.4 4,067 0.999756 4,232 118.3 4,108 0.999745
2,000 10−4 4,719 129.9 4,243 0.999997 4,125 113.4 3,979 0.999997
3,000 10−6 4,005 131.5 3,997 0.999751 4,005 127.1 3,997 0.999751
3,000 10−4 3,918 132.1 3,916 0.999997 3,916 134.8 3,916 0.999998

1,000× 8,000 - - 62,889 1,963.3 - - - - - -
500 10−6 25,740 756.1 6,237 0.999810 18,408 537.6 6,709 0.999828
500 10−4 30,467 920.6 6,241 0.999998 18,755 547.7 6,279 0.999998

1,000 10−6 15,226 442.4 6,580 0.999857 8,376 252.2 5,512 0.999846
1,000 10−4 15,021 437.3 6,187 0.999999 8,063 243.1 5,343 0.999998
2,000 10−6 5,361 177.4 4,851 0.999848 5,139 161.3 4,785 0.999848
2,000 10−4 5,548 175.5 4,882 0.999998 5,020 156.7 4,657 0.999998
3,000 10−6 5,034 174.7 5,032 0.999843 5,034 176.5 5,032 0.999843
3,000 10−4 4,831 170.4 4,831 0.999998 4,831 169.1 4,831 0.999998

1,000× 10,000 - - 71,873 2,676.5 - - - - - -
500 10−6 31,532 1,134.8 8,110 0.999871 23,315 829.1 8,070 0.999875
500 10−4 34,198 1,220.1 8,567 0.999999 21,449 743.3 8,077 0.999999

1,000 10−6 18,129 645.5 8,487 0.999914 13,617 470.5 7,615 0.999919
1,000 10−4 19,485 691.7 8,600 0.999999 13,409 462.1 7,103 0.999999
2,000 10−6 7,619 276.6 6,229 0.999921 5,686 215.0 5,439 0.999925
2,000 10−4 7,264 261.3 6,117 0.999999 5,746 206.9 5,562 0.999999
3,000 10−6 5,606 219.7 5,568 0.999920 5,337 218.2 5,333 0.999920
3,000 10−4 5,654 219.1 5,600 0.999999 5,580 247.6 5,578 0.999999
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Figure 5. To the upper left the optimal value P ∗
J , to the upper right the upper bound z(θ∗x∗

N ) (UBD), to the lower left the
cardinality |J |, and to the lower right the value of the minimal generalized reduced cost ĉ∗min, see (22), versus the number of

updates of the set J , for the choices K = 50, 100, and 500

With K = 500 and after ten updates of J , P ∗
J = 159.5758 and z(θ∗x∗

N) = 160.2718.
It is clear that the column generation scheme is capable of eventually solving the global pricing prob-

lem to a high accuracy after making sufficient updates of the restricted problem, in spite of the high
degree of degeneracy at the initial basic feasible solution. Further, near-optimal solutions to problem LP
are obtained. We also notice that the cardinality of J and the minimal generalized reduced cost change
as can be expected. The initial set J is obviously of rather poor quality— because of the random choices
of columns— but it is sufficient for the initial problem (20) to have a non-zero optimal solution. Further,
the effect of the poor initial choices disappears quickly when J is updated.

We next illustrate how the final values of P ∗
J and z(θ∗x∗

N) depend of the value of the penalty pa-
rameter ρ. Here K = 500 and we update J ten times before recording P ∗

J and z(θ∗x∗
N). We study

ρ ∈ {103, 104, . . . , 107}. The step θ∗ grows with ρ and ranges from 0.958807 to 0.999995. It is again
observed that log(1− θ∗) decreases almost linearly with log ρ. Figure 6 shows the final P ∗

J and z(θ∗x∗
N),

called LBD and UBD, respectively. Their absolute values are shown to the left and their relative devia-
tions are shown to the right. The values P ∗

J and z(θ∗x∗
N) clearly change as can be expected as the value

of the penalty parameter increases.
We next study convergence histories for the instance scpnrg1. Its optimal basic solution includes 268
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Figure 6. To the left, the optimal value P ∗
J (LBD) and the upper bound z(θ∗x∗

N ) (UBD), and to the right their relative
deviations for various values of the penalty parameter ρ

original variables, and the standard simplex method requires 216,009 iterations and over 2,500 seconds
to reach optimality. First a single external column generated at the initial basic feasible solution is used.
After this column has entered the basis, the simplex method with the Dantzig criterion is used. Here
again ρ = 10,000. We illustrate the convergence for a few choices of K and number of updates of J .
The choices are made by using the results shown in in Figure 5, and they are made such that the resulting
solutions to the restricted global pricing problem (20) are fairly good or close to optimality.

Figure 7 shows the convergence histories. The upper figures show the objective values versus the
simplex iterations. (The reader may recall that the initial objective value is 2,540.) To the right is the
result for the standard simplex method and to the left are the results obtained when using single external
columns. Note that the scales on the axes differ very much between the two figures. The lower figures
show the objective values versus the running times of the standard simplex method (right) and when using
single external columns (left), respectively. Here the scales on the axes also differ very much between
the figures. To emphasise the difference in scales, we have to the bottom left in the figures to the right
added boxes that indicate the sizes of the figures to the left.

We see that the use of a single external column can have a large impact on the practical performance of
the overall simplex method also for a degenerate instance; both the number of iterations and the running
time can for this instance be reduced with more than 95%. Worth noting is that the standard simplex
method suffers severely from stalling at the initial basis, while a single external column found by global
pricing can directly give a very large improvement in the objective value when it enters the basis.

We now evaluate our global pricing principle on linear programming relaxations of five set covering
instances; their sizes are given in Table 2. At the initial basic feasible solutions, the proportions of
basic variables that are degenerate are approximately 47%, 42%, 46%, 27%, and 40%, respectively. The
optimal basic solutions include 327, 277, 366, 88, and 268 original variables, respectively. As for the
nondegenerate instances, the results for the degenerate instances are quite insensitive to the value of the
penalty parameter ρ. Based on results from preliminary experiments we choose the values ρ = 1,000

and ρ = 10,000 for the rail and scp instances, respectively. The initial set J is constructed as above.
First the 1,000 nonbasic columns with most negative reduced costs are included. Then randomly selected
nonbasic columns are added; these are five times the number of degenerate basic variables in the initial
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Figure 7. Objective value versus simplex iteration (upper), when using an external column (left) and for the standard simplex
method (right), and running time (lower), when using an external column (left) and for the standard simplex method (right)

solution. This way of initialising the set J is always sufficient to give an initial quadratic program (20)
that has a non-zero optimal solution.

After solving each program (20), all columns with x∗
j ≤ 10−6 are removed from J . (The use of

this threshold is needed to cope with numerical inaccuracies for the larger instances.) Then the K most
negative generalized reduced costs (21) are found and their indices are added to J . If fewer than K

values are negative, then all indices are added to J . For the scp instances, which contain relatively
few variables, the value of K can be chosen relatively small, and the quadratic program (20) is always
solved to optimality. For the rail instances, which contain much more variables, larger values of K
are considered. This makes the program (20) much more computationally demanding, and it is therefore
solved only approximately. For the first two quadratic programs the Matlab solver quadprog is allowed
to make 3 iterations, and thereafter 10 iterations are allowed.

For the scp instances, with relatively few variables, the updating of J continues until there are no
negative generalized reduced costs, which implies optimality in (17). For the rail instances, with much
more variables, the updating of J continues until there are less than 100 negative generalized reduced
costs, which indicates that near-optimality has been reached in (17).

Hence, for the rail instances both the column generation and the solver are truncated. Feasible
descent directions are however still always obtained. Because of these truncations the directions found
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Table 2. Results for degenerate instances. Here, m and n are the number of constraints and variables, and K is the number
of columns added to the global pricing problem (at most). Further, upd is the number of updates of the set J , iter and

time are the number of simplex iterations used and the running time, respectively, eiter is the number of iterations with the
external column in the basis, and θ∗ is the value the external variable gets when it enters the basis. For each instance, the first

line gives the number of simplex iterations and the running time with the standard simplex method.

Problem size
m× n K upd iter time eiter θ∗

507× 63,009 - - 23,002 172.2 - -
[rail507] 500 6 7,629 119.7 5,760 0.999106

1,000 5 7,104 139.9 5,375 0.999269
2,000 4 7,835 166.0 6,132 0.999284
3,000 3 8,309 163.2 6,105 0.999157

516× 47,311 - - 15,463 90.3 - -
[rail516] 500 4 3,729 50.3 3,729 0.999154

1,000 3 4,078 48.9 4,076 0.999071
2,000 2 4,321 46.5 4,321 0.998952
3,000 2 3,651 52.9 3,650 0.999014

582× 55,515 - - 40,744 358.1 - -
[rail582] 500 5 9,740 131.9 8,531 0.999241

1,000 4 10,011 151.4 8,203 0.998604
2,000 3 9,914 144.5 7,675 0.999150
3,000 3 10,386 166.8 8,722 0.999056

500× 5,000 - - 34,091 132.1 - -
[scpnre1] 50 7 382 12.3 381 0.996634

100 7 382 11.5 381 0.996634
200 6 382 10.7 381 0.996634
500 6 382 11.9 381 0.996634

1, 000× 10,000 - - 216,009 2,454.2 - -
[scpnrg1] 100 14 3,534 115.1 3,530 0.995706

200 10 3,358 96.1 3,353 0.995706
500 10 3,269 96.9 3,265 0.995706

1,000 10 3,542 97.2 3,538 0.995706

are only near-optimal, but they are enough to produce external columns of high quality and it is not
worthwhile, with respect to the overall computational scheme, to find more accurate solutions.

The results for the five degenerate instances are shown in Table 2. For the scp instances the perfor-
mance of the global pricing principle is excellent, concerning both simplex iterations and running times.
For the rail instances it is possible to significantly reduce the simplex iterations, but the running times
are reduced much less because the quadratic programs (20) are too costly. The constructed external
columns enter the basis with values θ∗ that are very close to one and they remain in the basis until the
late or very late simplex iterations, which indicate that they are of high quality.

As can be expected, the number of updates of the column set J needed to find a (near-)optimal solution
to (17) tends to decrease when K increases. As can also be expected the number of simplex iterations is
relatively unaffected by the choice of value of K, since (17) is always solved to (near-)optimality. Large
values of K however tend to increase the overall running times, since the problems (20) then become too
computationally demanding. We have also tried using K = 100 or 200 on the rail instances, but then the
number of updates of J needed to reach near-optimality in (17) grows quickly, which causes the running
times to become quite long.
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4.4. Results for some Netlib instances

We finally report results for some linear programming instances in the Netlib repository [1], downloaded
on Matlab format [2]. All Netlib instances are stated as minimization problems with equality con-
straints. Some columns in the constraint matrix may correspond to slack variables. (Some Netlib in-
stances include non-trivial upper bounds on the variables, but this is not the case for the instances used.)
The Netlib instances were more challenging numerically than the earlier studied instances, and to main-
tain numerical accuracy it was here necessary to reinvert the basis matrix every 500 iterations.

We give results for the instances 25fv47, bnl2, and d2q06c, which are of sizes 821× 1,876, 2,324×
4,486, and 2,171×5,831, respectively. Their optimal values are 5.5018×103, 1.8112×103, and 1.2278×
105. The optimal solutions are degenerate, with 68, 757, and 251 degenerate basic variables.

In order to initialize the experiment, basic feasible solutions are found by a straightforward Phase-1
approach. The initial solutions found have objective values 1.5293×104, 1.1400×104, and 2.6272×105,
respectively. The initial solutions are degenerate, with 71, 614, and 231 degenerate basic variables,
respectively. Given the initial solutions, the standard simplex method requires 6,175, 6,305, and 36,426

iterations, respectively, to find optimal solutions and verify optimality.
The global pricing strategy is applied from the initial solutions. We used the restricted quadratic

program (20), with the set J comprising all nonbasic variables with reduced costs that are less than
−10−6 in the initial basis. The number of negative reduced costs in the three initial solutions are 489,
988, and 1783, respectively, (Due to the relatively high overhead time needed to set up and solve (20),
it is here not worthwhile to update J by column generation.) We choose ρ = 106. In order to find
near-optimal solutions to (20) it is for instances 25fv47 and d2q06c enough to use 20 iterations in
quadprog. For bnl2, 30 iterations are needed. The values of θ∗ obtained for 25fv47, bnl2, and d2q06c
are 0.999981, 0.999848, and 1.000007, respectively. (Since (20) is solved approximately, θ∗ > 1 may
hold.) The objective values reached after the initial pivots where the external columns enter the bases are
5.5021× 103, 1.8151× 103, and 1.2310× 105, respectively. The total numbers of simplex iterations used
to reach and verify optimality are 3,003, 2,182, and 16,184. The external columns become nonbasic at
iterations 2,994, 2,175, and 14,041; hence they remain in the bases until the late iterations.

Figure 8 shows the convergence histories for the three instances. To the left and right are the objective
values versus the iterations and running times, respectively. The solutions of the restricted quadratic
programs (20) can be seen to be relatively time-consuming, but the external columns obtained directly
lead to feasible solutions that are very close to optimality, and the remaining iterations are used for finding
exact optima and verify optimality. Figure 9 shows these remaining iterations in detail.

As concluded earlier, the feasible point reached when an external column enters the basis is typically
not a extreme point of the feasible set. A number of usual simplex iterations are therefore needed to re-
cover an extreme point; in these iterations the external variable is gradually replaced by original variables
which become basic. Further, many of these original variables can be expected to have been included in
the external variable. A likely explanation for the long plateaus seen in Figure 9 is that they comprise
the iterations where the vast majority of the original variables included in the external variable enter the
bases individually.
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Figure 8. Objective value versus simplex iteration (left) and running time (right) for the Netlib instances 25fv47 (upper),
bnl2 (middle), and d2q06c (bottom)



A global pricing extension of the simplex method 50

0 1000 2000 3000

Iterations

5501.85

5501.9

5501.95

5502

5502.05

O
b
je

c
ti
v
e
 v

a
lu

e

optimal value

global pricing

0 500 1000 1500 2000

Iterations

1812

1813

1814

1815

O
b
je

c
ti
v
e
 v

a
lu

e

optimal value

global pricing

0 5000 10000 15000

Iterations

1.228

1.2285

1.229

1.2295

1.23

1.2305

O
b
je

c
ti
v
e
 v

a
lu

e

10
5

optimal value

global pricing

Figure 9. Objective value versus simplex iteration for 25fv47 (left), bnl2 (middle), and d2q06c (right) with global pricing

5. Conclusions

The overall conclusion of our numerical experiments is that the introduction of the global pricing prin-
ciple and external columns into the simplex method has the potential to significantly enhance the per-
formance of the method, both for nondegenerate and degenerate problems and both with respect to the
number of iterations and the computing time. Of particular interest is the ability of the global pricing
principle to rule out stalling because of degeneracy, by imposing the degeneracy-breaking constraints (7)
and using the column generation in Section 3.

Our experiments confirm the expected behavior that for external columns of high quality the value of
the maximal step θ∗ is very close to one, and further that such columns remain in the basis until the late
simplex iterations. To find such an external column, a restricted global pricing problem of high quality is
needed. For nondegenerate problems, it is adequate to construct the restricted problem from reduced cost
information, while for degenerate problems, where this information is not enough, the proposed column
generation method is promising.

The experience from the presented experiments (and others) is that the overall performance of the
global pricing strategy is generally not very sensitive to the value of the penalty parameter, as long as it
is so large that the external variable enters the basis with a value close to one. Further, a tentative value
of the penalty parameter can easily be evaluated, and if necessary adjusted, by calculating the step length
in the direction found by the global pricing problem.

The findings from our exploratory experiments motivate further research on the global pricing princi-
ple, including various computational strategies. We have used the global pricing only once, at the initial
basis, and an option is to use it several times during the progress of the simplex method. (A natural
choice could be to generate a new external column once the latest has left the basis, until only a small
number of profitable reduced costs remains.) Further research should also consider schemes for adaptive
and automatic tuning of the value of the penalty parameter and the size of the restricted global pricing
problem.

For the large-scale rail instances it was necessary to truncate the quadratic programming solver in
order to reach reasonable computation times, and the performance of the global pricing principle is still
not fully convincing. This holds also for the Netlib instances. This strongly suggests that there is a need
to design efficient tailored approximate algorithms for the restricted global pricing problem, by exploiting
its special structure. Such an algorithm can for example be based on the projected Newton method [6].

An immediate subject for continued research is to generalize our work to a traditional column gen-
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eration setting (see e.g. [26, 34]), that is, to structured linear programs with huge numbers of columns
which can be systematically found through the solution of column generation problems. The degeneracy-
breaking ability of the global pricing is of special interest, since such linear programs are often relaxations
of zero-one problems and heavily degenerate. To solve the global pricing problem in the traditional col-
umn generation setting—exactly or approximately—it is necessary to alternate between solving restric-
tions of the pricing problem and performing column generation for augmenting the pricing problem, as
described in Section 3. The foundation for this augmentation is formula (12), which is used to construct
the objective function of the column generation problem. (The external columns generated in a column
generation setting will of course be non-negative linear combinations of the columns that could have
been found within a traditional column generation scheme for the linear program at hand.)

It is well known that the variables and constraints of a linear program can be scaled with positive
factors without changing the problem in any essential way. The entering variable criteria commonly
used in the simplex method, like the Dantzig or steepest-edge criteria, are however not invariant under
such scaling. Hence, the sequence of basic feasible solutions obtained in the simplex method and the
number of iterations needed to reach optimality depend of the problem scaling (see e.g. [25]). Further,
whenever such criteria are used for selecting nonbasic variables to be included in a restricted global
pricing problem, the problem scaling will affect these selections. A topic for future research is therefore
to investigate whether it is possible to use problem scaling as a means for making these selections more
effective, and thereby improve the efficiency of the global pricing extension of the simplex method.

We believe that the introduction of the degeneracy-breaking constraints (7) and the column generation
scheme in Section 3 constitutes an important contribution of our work, and that the applicability of these
results can go far beyond the current context. A topic for future research is thus to investigate whether
the degeneracy-breaking constraints and the column generation scheme, or a relative to that procedure,
can be useful for dealing with degeneracy in other linear or nonlinear optimization contexts.
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